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Transformers	  use	  aPenDon	  	  
to	  associate	  mutually	  relevant	  enDDes	  

Transformers	  are	  stacked	  layers	  of	  Encoders	  and	  Decoders	  that	  
use	  aPenDon	  to	  associate	  mutually	  relevant	  enDDes.	  	  	  

	  

!
Images	  from	  Jay	  Alammar,	  The	  Illustrated	  Transformer	  	  
(hPp://jalammar.github.io/illustrated-‐transformer/)	  	  

!
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APenDon	  Extends	  Time	  for	  Recurrent	  Networks	  	  

A9en$on	  was	  originally	  proposed	  as	  a	  soY	  search	  mechanism	  to	  extend	  
the	  temporal	  range	  of	  Recurrent	  Networks	  (Bahdanau	  et	  al	  2015).	  

D.	  Bahdanau,	  K.	  Cho,	  and	  Y.	  Bengio.	  Neural	  Machine	  TranslaDon	  by	  Jointly	  Learning	  to	  Align	  and	  
Translate.	  In	  3rd	  InternaDonal	  Conference	  on	  Learning	  RepresentaDons,	  2015	  	  	  
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APenDon	  is	  all	  you	  need	  

In	  2017,	  a	  revoluDonary	  paper	  by	  Vaswani	  et	  al	  [1]	  from	  Google	  
showed	  that	  the	  deep	  convoluDonal	  and	  recurrent	  networks	  
using	  layers	  of	  could	  be	  completely	  replaced	  with	  aPenDon.	  	  

	  
	  

From	  Jay	  Alamar,	  The	  Illustrated	  Transformer:	  hPp://jalammar.github.io/illustrated-‐transformer/	  
	  
[1]	  Vaswani,	  A.,	  Shazeer,	  N.,	  Parmar,	  N.,	  Uszkoreit,	  J.,	  Jones,	  L.,	  Gomez,	  A.	  N.,	  Kaiser,	  L.	  and	  
Polosukhin,	  I.	  .	  APenDon	  is	  all	  you	  need.	  2017	  
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Extensions	  to	  Vision	  and	  Speech	  

Transformers	  are	  rapidly	  replacing	  Deep	  Recurrent	  Networks	  and	  
ConvoluDonal	  networks	  for	  Speech	  Recogni$on	  and	  Computer	  
Vision.	  	  

	  

Transformer Architecture

Only encoder Encoder-decoder

DETR

[1]Dosovitskiy, A., Beyer, L., Kolesnikov, A., Weissenborn, D., Zhai, X., Unterthiner, T., Dehghani, M., Minderer, M., Heigold, G., Gelly, S., et al. (2020). An image is worth 16x16 words: Transformers for image recognition at scale. arXiv preprint arXi
[2]Carion, N., Massa, F., Synnaeve, G., Usunier, N., Kirillov, A., & Zagoruyko, S. (2020, August). End-to-end object detection with transformers. In European Conference on Computer Vision (pp. 213

Classification: ViT[1], DeiT, PVT, MsViT, Swin-T 
Object detection: PVT
Segmentation: DINO

3

Object detection: DETR[2], deformable DETR
Tracking: TransCenter, …

Chang,	  F.	  J.,	  Radfar,	  M.,	  Mouchtaris,	  A.,	  King,	  B.,	  &	  
Kunzmann,	  S.	  (2021,	  June).	  End-‐to-‐End	  MulD-‐Channel	  
Transformer	  for	  Speech	  RecogniDon.	  In	  ICASSP	  2021-‐2021	  
IEEE	  Interna1onal	  Conference	  on	  Acous1cs,	  Speech	  and	  
Signal	  Processing	  (ICASSP)	  (pp.	  5884-‐5888).	  IEEE,	  2021	  
	  

Dosovitskiy,	  A.,	  Beyer,	  L.,	  Kolesnikov,	  A.,	  Weissenborn,	  
D.,	   Zhai,	   X.,	   Unterthiner,	   T.,	   Dehghani,	  M.,	  Minderer,	  
M.,	  Heigold,	  G.,	  Gelly,	  S.	  and	  Uszkoreit,	  J.	  An	  image	  is	  
worth	   16x16	   words:	   Transformers	   for	   image	  
recogniDon	  at	  scale.	  ICLR,	  2021	  
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MulDmodal	  PercepDon	  with	  Transformers	  

Recent	  results	  indicate	  that	  Transformers	  are	  well	  adapted	  for	  	  
mul$-‐modal	  Percep$on,	  Robo$cs	  and	  Human-‐Computer	  Interac$on	  	  
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Abstract

We consider the problem of referring image segmenta-

tion. Given an input image and a natural language ex-

pression, the goal is to segment the object referred by the

language expression in the image. Existing works in this

area treat the language expression and the input image sep-

arately in their representations. They do not sufficiently

capture long-range correlations between these two modali-

ties. In this paper, we propose a cross-modal self-attention

(CMSA) module that effectively captures the long-range

dependencies between linguistic and visual features. Our

model can adaptively focus on informative words in the re-

ferring expression and important regions in the input image.

In addition, we propose a gated multi-level fusion module

to selectively integrate self-attentive cross-modal features

corresponding to different levels in the image. This mod-

ule controls the information flow of features at different lev-

els. We validate the proposed approach on four evaluation

datasets. Our proposed approach consistently outperforms

existing state-of-the-art methods.

1. Introduction

Referring image segmentation is a challenging problem
at the intersection of computer vision and natural language
processing. Given an image and a natural language expres-
sion, the goal is to produce a segmentation mask in the im-
age corresponding to entities referred by the the natural lan-
guage expression (see Fig. 4 for some examples). It is worth
noting that the referring expression is not limited to specify-
ing object categories (e.g. “person”, “cat”). It can take any
free form language description which may contain appear-
ance attributes (e.g. “red”, “long”), actions (e.g. “standing”,
“hold”) and relative relationships (e.g. “left”, “above”), etc.
Referring image segmentation can potentially be used in a
wide range of applications, such as interactive photo editing
and human-robot interaction.

A popular approach (e.g. [10, 15, 22]) in this area is to

∗Zhi Liu and Yang Wang are the corresponding authors

Figure 1. (Best viewed in color) Illustration of our cross-modal

self-attention mechanism. It is composed of three joint operations:

self-attention over language (shown in red), self-attention over im-

age representation (shown in green), and cross-modal attention be-

tween language and image (shown in blue). The visualizations of

linguistic and spatial feature representations (in bottom row) show

that the proposed model can focus on specific key words in the

language and spatial regions in the image that are necessary to

produce precise referring segmentation masks.

use convolutional neural network (CNN) and recurrent neu-
ral network (RNN) to separately represent the image and
the referring expression. The resultant image and language
representations are then concatenated to produce the final
pixel-wise segmentation result. The limitation of this ap-
proach is that the language encoding module may ignore
some fine details of some individual words that are impor-
tant to produce an accurate segmentation mask.

Some previous works (e.g. [17, 20]) focus on learning
multimodal interaction in a sequential manner. The visual

10502

Ye	   et.	   Al.	   “Cross-‐Modal	   Self-‐APenDon	  
N e t w o r k	   f o r	   R e f e r r i n g	   I m a g e	  
SegmentaDon”,	  CVPR	  2019,	  June,	  2019.	  

Pashevich,	  A.,	  Schmid,	  C.	  and	  Sun,	  C.,	  Episodic	  Transformer	  for	  Vision-‐and-‐
Language	  NavigaDon,	  Int.	  Conf.	  on	  Computer	  Vision,	  	  ICCV	  2021,	  	  Oct.	  2021.	  
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MulDmodal	  PercepDon	  with	  Transformers	  

Plan:	  	  
Transformers	  in	  Natural	  Language	  Processing	  (François	  Yvon,	  1h30)	  	  
•  Text	  classificaDon	  and	  language	  models	  
•  The	  Transformer	  architecture	  
•  Encoder-‐Decoder	  architecture	  for	  Neural	  Machine	  translaDon	  	  
Transformers	  in	  Speech	  (Marc	  Evrard,	  45	  minutes)	  	  
•  Speech	  RecogniDon	  	  	  
•  APenDon	  for	  Speech	  RecogniDon	  
•  Transformers	  for	  Speech	  RecogniDon	  
Transformers	  in	  Vision	  (Camille	  Guinaudeau,	  45	  minutes)	  	  
•  From	  CNN	  to	  Vision	  Transformer	  	  
•  Vision	  Transformers	  
•  MulD-‐Modal	  Transformer	  and	  Temporal	  encoding	  	  
Conclusions	  (James	  Crowley,	  15	  minutes)	  	  
•  Research	  Challenges,	  Data	  Sets	  and	  Open	  Problems	  	  
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